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Abstract

This study introduces and evaluates the utilization of Vision Transformer (ViT) to predict the di-

rection of future stock returns by extracting price signals from candlestick chart images. Using the

self-attention mechanism, ViT effectively captures intricate price-volume interactions and deviations

from the 20-day moving average, proving its strong prediction and portfolio investment performance

beyond conventional deep learning benchmarks. Empirical evidence highlights the ViT’s robust capa-

bility in generating consistent predictive signals, evidenced by a clear monotonic relationship between

predicted decile rankings and subsequent portfolio returns, simultaneously providing substantial in-

cremental predictive power beyond traditional market characteristics. Furthermore, the robustness of

ViT-driven cross-sectional decile portfolios is investigated and confirmed across variations in market

conditions and portfolio characteristics. Lastly, ViT’s predictive decision process is investigated via

gradient-weighted class activation mapping, demonstrating its ability to identify key market signals

such as price momentum, mean reversion, and volume-driven dynamics.
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1. Introduction1

Predicting cross-sectional returns remains a fundamental challenge in empirical asset pricing.2

Traditional methodologies, including the capital asset pricing model (CAPM)(Sharpe, 1964) and3

multi-factor models (Fama and French, 1993, 2015, 2018), have significantly enhanced understanding4

of risk premia but are constrained by linear functional forms incapable of capturing intricate, non-5

linear market dynamics. To address these limitations, various machine learning and deep learning6

architectures have gained traction due to their superior capability to model complex interactions7

among numerous predictors (Gu et al., 2020; Giglio et al., 2022; Chen et al., 2024).8

Among conventional deep learning frameworks, multilayer perceptron (MLP), long-short-term9

memory (LSTM), and convolutional neural networks (CNNs) have been extensively applied in finan-10

cial time-series prediction. Specifically, MLP is valued for its ability to capture non-linear relation-11

ships without explicit temporal modeling. LSTM, an advanced variant of recurrent neural networks12

(RNN), excels in modeling temporal dependencies due to its gating mechanism (Hochreiter, 1997).13

CNNs have also shown notable success in extracting local temporal patterns within time-series data.14

For instance, Jiang et al. (2023) provided compelling evidence that CNNs effectively extract price15

signals from stock price charts, enhancing trading strategies beyond traditional momentum and re-16

versal approaches. However, the fixed receptive fields inherent to CNN architectures restrict their17

ability to capture broader, long-range temporal dependencies and global price structures.18

To overcome these limitations, Transformer-based architectures, characterized by self-attention19

mechanisms, have emerged as promising alternatives. Originally introduced for natural language20

processing (Vaswani, 2017), Transformers were later adapted for image recognition tasks, resulting21

in the development of the Vision Transformer (ViT) (Dosovitskiy et al., 2021). ViT’s self-attention22

mechanism allows effective integration of information across extensive sequences without reliance on23

recurrent connections, enabling the extraction of both localized and global features from candlestick24

chart images. Consequently, ViT is expected to improve predictive accuracy relative to traditional25

deep learning models.26

In this context, this study introduces and evaluates the efficacy of ViT in extracting predictive27

price signals from candlestick chart images to enhance cross-sectional return predictions. Through28

comprehensive empirical analyses, ViT’s performance is rigorously assessed in terms of classification29

accuracy, portfolio returns, and robustness across diverse market environments, including variations30

in market capitalization, firm size, and sector composition. Furthermore, Gradient-weighted Class Ac-31

tivation Mapping (Grad-CAM) (Selvaraju et al., 2017) is applied to elucidate ViT’s decision-making32

processes, revealing critical price-volume interactions such as price momentum, mean reversion, and33

volume dynamics. By combining predictive accuracy and interpretability, this research significantly34

advances the application of deep learning techniques in finance, offering novel insights into deep35

learning-driven return prediction and portfolio management strategies.36

The remainder of the paper is structured as follows. Section 2 reviews the relevant literature37

in traditional asset pricing and deep learning methodologies in finance. Section 3 explains the ViT38

architecture and benchmark models utilized for comparative analysis. Section 4 presents empirical39
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results, including predictive performance metrics and portfolio evaluations. Section 5 concludes with40

key findings and implications.41

2. Related works42

Traditional asset pricing models provide a foundational framework to understand asset valua-43

tion under conditions of risk and uncertainty. The seminal CAPM of Sharpe (1964) proposes that44

the expected returns are proportional to the systematic risk measured by covariance with the mar-45

ket portfolio. CAPM extension has incorporated time-varying risk premia (Bollerslev et al., 1988),46

skewness preferences (Kraus and Litzenberger, 1976), divergent borrowing and lending rates, and47

endogenous market frameworks (Cox et al., 1985; Cochrane, 1996). Multi-factor models further ad-48

vanced this field by incorporating additional systematic risk factors. Prominent examples include the49

three-factor (FF3)Fama and French (1993), five-factor (FF5)Fama and French (2015), and six-factor50

(FF6)Fama and French (2018) models, which integrate factors such as size, value, profitability, in-51

vestment, and momentum. Similarly, Carhart (1997) independently extended FF3 with momentum.52

However, empirical evidence highlights limitations in CAPM and FF3 regarding individual stock53

return predictions (Bartholdy and Peare, 2005). Alternative asset pricing frameworks, such as the54

investment-based q-factor model (Hou et al., 2015; Zhang, 2017) and its augmented variant (Hou55

et al., 2021), offer theoretically grounded factor selections that capture broader market dynamics.56

Additional studies documented robust market anomalies related to momentum (Jegadeesh and Tit-57

man, 1993), liquidity (Amihud, 2002), volatility (Ang et al., 2006), and seasonality (Heston and58

Sadka, 2008), while accrual-based factors (Sloan, 1996; Richardson et al., 2005) and quality signals59

(Asness et al., 2019) illustrate the underlying economic phenomena embedded in price dynamics.60

Despite these advancements, traditional models continue to rely on simplifying assumptions such as61

homogeneous expectations and static investment opportunities, limiting their applicability to com-62

plex market realities (Merton, 1973; Jermann, 1998; Campbell, 2000).63

Recent developments in machine learning and deep learning provide powerful tools to address64

these limitations by modeling complex non-linear dynamics in asset pricing. Foundational research65

(Gu et al., 2020, 2021; Giglio et al., 2022; Chen et al., 2024) shows significant improvements in66

risk premium estimation and portfolio performance using machine learning models. Specific appli-67

cations of deep learning methods, such as LSTM, have shown superior performance in capturing68

non-linearities within stock returns, outperforming traditional factor models (Pan et al., 2023). Ma69

et al. (2023a) applied instrumented principal component analysis to uncover latent systematic risks70

from extensive firm characteristics, resulting in improved out-of-sample predictive accuracy. Further-71

more, tree-based models, MLP, and autoencoder neural networks have effectively captured non-linear72

interactions across various predictors (Gu et al., 2020, 2021; Giglio et al., 2022; Chen et al., 2024).73

Feng et al. (2020) further identified dominant predictive factors using portfolio strategies based on74

machine learning, providing information on arbitrage and financial constraints. Machine learning ap-75

proaches also demonstrate effectiveness in handling high-dimensional datasets, predicting global stock76

returns (Cakici and Zaremba, 2024) and forecasting volatility using extensive financial and macroe-77
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conomic variables (Dı́az et al., 2024). CNNs and RNNs extend these advantages to high-frequency78

financial data analysis, effectively capturing the rapid dynamics of the market (Chong et al., 2017;79

Long et al., 2019; Liou et al., 2024).80

In this context, attention mechanisms have emerged as critical advances in financial applications81

of deep learning due to their predictive accuracy and enhanced interpretability (Niu et al., 2021;82

de Santana Correia and Colombini, 2022). Attention-based architectures dynamically weigh tem-83

poral and spatial information, significantly improving the accuracy of forecasting in financial time84

series (Chen et al., 2020). Xiao et al. (2021) integrated convolutional, recurrent, and attention struc-85

tures, effectively modeling spatial-temporal dependencies, while Lei et al. (2020) reported promising86

performance by integrating attention with reinforcement learning.87

Furthermore, Ma et al. (2023b) demonstrated the superior performance of Transformer-based88

models leveraging self-attention in asset allocation tasks, complemented by interpretability techniques89

such as Shapley additive explanations (SHAP) (Lundberg and Lee, 2017). As such, the integration of90

model interpretability has become increasingly crucial in financial modeling. Techniques such as gate-91

based feature selection (Lei et al., 2020), SHAP (Grybauskas et al., 2021; Zeng et al., 2024; Zhang92

and De Smedt, 2024), and Grad-CAM (Selvaraju et al., 2017) provide transparency into predictive93

decision making processes. These methods elucidate critical market signals, including momentum,94

mean reversion, and liquidity-driven dynamics, and improve practical investment decision making.95

This evolution from traditional linear factor models toward advanced deep learning frameworks96

signifies a continuous effort to capture the intricate, non-linear dynamics inherent in financial markets.97

Although traditional asset pricing theories provide essential insight, their simplified linear assump-98

tions are often insufficient for modeling contemporary market complexities. Deep learning methods,99

by integrating various predictive factors and leveraging advanced computational techniques, offer100

substantial improvements in predictive capabilities. Unlike other studies, this study focuses solely101

on extracting price signals from candlestick charts, using ViT’s self-attention mechanisms and in-102

terpretability method using Grad-CAM. This approach not only contributes novel insights to asset103

pricing literature with image-based price signals but also offers robust, interpretable, and practical104

applications for investment strategy development.105

3. Methodology106

The ViT is a deep learning architecture that leverages self-attention mechanisms originally de-107

signed for image processing tasks (Dosovitskiy et al., 2021). Unlike CNNs, which capture local pat-108

terns via hierarchical feature extraction, ViT treats an input image as a sequence of embedded109

tokens, thus inherently modeling long-range dependencies. This property is particularly advanta-110

geous in financial time-series analysis, where recognizing extended temporal dependencies in asset111

price dynamics is crucial.112

Following the framework of Jiang et al. (2023), this study proposes to utilize ViT to predict the113

direction of future stock returns. The problem is cast as a binary classification task, in which the114

returns are assigned to either the Up or Down class. ViT performs this classification by processing115
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candlestick chart images, which encode price and volume dynamics over time. Specifically, ViT cap-116

tures complex temporal and spatial dependencies embedded in historical price patterns through its117

self-attention mechanism, circumventing the limitations imposed by fixed local receptive fields. This118

contrasts with conventional CNN-based methods, which rely on localized convolutional filters and119

may fail to identify global structural signals critical for prediction in financial domain.120

In this study, a standard ViT-B/32 configuration is employed, albeit with the depth intentionally121

reduced to two Transformer encoder layers. This modification is primarily driven by computational122

constraints rather than a targeted optimization of efficiency or predictive accuracy. Although deeper123

ViT architectures can potentially offer improved representational capacity and enhanced prediction124

performance, the central aim of this research is to illustrate the feasibility and effectiveness of ViT-125

based models in return prediction tasks.126

3.1. Architecture of proposed model127

Figure 1 provides a simplified illustration of the ViT-based model architecture proposed for the128

prediction of stock return direction, following the base architecture proposed by Dosovitskiy et al.129

(2021). Specifically, the ViT-B/32 configuration partitions an input image of size 224� 224� 3 into130

32� 32� 3 pixel patches, resulting in a total of 49 patches arranged in a 7� 7 grid. For illustrative131

simplicity, Figure 1 depicts a 3�3 patch division. Candlestick chart images are segmented into fixed-132

size patches, each of which undergoes linear embedding and positional encoding to maintain spatial133

information. Subsequently, a learnable classification token is prepended to the sequence of embedded134

patches before feeding them into the Transformer encoder. The final representation corresponding to135

this classification token is processed by a MLP head to classify the direction of future stock return136

as either Up or Down.137

3.1.1. Patch and position embeddings138

Given an input image x 2 RH×W×C , it is partitioned into N = 49 non-overlapping patches. Each139

patch, xi 2 RP 2C (for i = 1; : : : ; N), is flattened and linearly projected into an embedding space via140

a learnable linear transformation, E 2 RP 2C×D, such that,141

zi = xiE; (1)

where P = 32 denotes the patch dimensions (height and width of 32 pixels), D = 768 indicates the142

embedding dimensionality (standard for ViT-B/32), and C = 3 corresponds to the RGB color chan-143

nels. Subsequently, a learnable classification token, z0 2 RD, is prepended to the patch embedding144

sequence. To maintain spatial context, positional embeddings, Epos 2 R(N+1)×D, are incorporated,145

yielding the final embedding sequence, Z0 2 R(N+1)×D, as follows:146

Z0 = [z0; z1; : : : ; zN ] + Epos: (2)
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Figure 1: Overview of the ViT-based architecture for directional prediction of future stock returns.
Candlestick chart images are divided into fixed-size patches, each of which is linearly embedded and
combined with positional encodings. The resulting sequence is processed by a Transformer encoder
to capture global dependencies across time and price regions. The output corresponding to the
classification token is fed into an MLP head to generate a binary classification (Up or Down).

3.1.2. Transformer encoder147

The Transformer encoder (Vaswani, 2017) processes the embedded sequence Z0 to model com-148

plex dependencies among the tokens (patch embeddings and the classification token). As depicted149

in Figure 2a, each encoder layer comprises two primary components: a multi-head self-attention150

(MSA) mechanism and a MLP. Both components are augmented with residual connections and layer151

normalization to improve stability and convergence during training.152

The output from the multi-head self-attention module at layer l is computed as:153

Z ′
l = MSA(LN(Zl−1)) + Zl−1; l = 1; : : : ; L; (3)

where L = 2 and LN denote the number of encoder layers and layer normalization. The resulting154

tensor is then processed by the MLP module as:155

Zl = MLP(LN(Z ′
l)) + Z ′

l ; l = 1; : : : ; L: (4)

Within each layer, the self-attention mechanism aggregates contextual information across tokens,156

while residual connections facilitate efficient gradient propagation. The final output of the encoder,157

ZL, is later used for the binary classification task.158
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(a) Transformer encoder block (b) Multi-head self-attention (c) Scaled dot-product attention

Figure 2: Components of the proposed ViT model. (a) Transformer encoder block, repeated L
times, consisting of a multi-head self-attention mechanism followed by an MLP. Each sub-layer
utilizes residual connections and layer normalization; (b) Multi-head self-attention divides inputs

into multiple parallel heads, independently computes scaled dot-product attention, and
concatenates outputs to project back into the embedding space; and (c) Scaled dot-product

attention mechanism computes attention weights by evaluating similarity between Query (Q) and
Key (K), scaling by

p
dk, and applying softmax to weight Values (V ).

3.1.3. Multi-head self-attention159

As illustrated in Figure 2b, the MSA mechanism enhances the ability of the model to capture160

diverse relationships between input patches by simultaneously processing multiple representation161

subspaces. Unlike single-head attention, which employs a single self-attention computation, MSA162

independently projects input embeddings into multiple subspaces, enabling the extraction of nuanced163

and varied relationships.164

Each attention head independently computes self-attention, after which their outputs are con-165

catenated and linearly projected back into the original embedding space via a learnable projection166

matrix. Formally, the multi-head self-attention function is defined as:167

MultiHead(Q;K; V ) = Concat(head1; : : : ;headH)WO; (5)

where each individual attention head is computed as:168

headj = Attention(QWQ
j ;KW

K
j ; V W V

j ); j = 1; : : : ;H: (6)

Each attention head j employs three learnable linear projection matrices WQ
j ;W

K
j ;W V

j 2 RD×dk ,169

projecting the embeddings from the original dimension D into a reduced dimension dk = D
H . Specifi-170

cally, the model uses H = 12 attention heads, each with dimensionality dk = 64. Following indepen-171

dent attention computations, the outputs from each head are concatenated and projected back to the172
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original embedding dimension RD via the learnable matrix WO 2 R(H·dk)×D, ensuring consistency173

in dimensionality.174

The scaled dot-product attention mechanism, depicted in Figure 2c, computes interactions among175

different input embeddings as follows:176

Attention(Q;K; V ) = softmax

�
QKT

p
dk

�
V: (7)

Given an input embedding sequence Z 2 R(N+1)×D, the Query (Q), Key (K), and Value (V )177

matrices are computed as transformations of Z: Q = ZWQ, K = ZWK , and V = ZW V . Note178

that Q determines how each token interacts with others through similarity computations with K. K179

serves as a reference embedding, facilitating the calculation of attention scores based on similarity to180

Q. V encodes the features of the tokens and is aggregated using attention scores to produce enriched181

representations.182

The scaled dot-product attention computes similarities between Q and K via dot products, nor-183

malizes these scores by scaling with
p
dk to maintain numerical stability, and then applies a softmax184

function to generate attention weights. These weights quantify the relevance of each token, allowing185

aggregation of meaningful contextual information. By combining information across multiple atten-186

tion heads, the MSA effectively models complex dependencies among input tokens, enhancing the187

model’s representation power and predictive robustness.188

3.1.4. Classification head189

Following the Transformer encoder layers, the final output representation ZL is fed into a classifi-190

cation head to produce the predictive probability. The classification head consists of an MLP module191

with layer normalization applied to the final encoded representation. Consistent with standard prac-192

tice established by Dosovitskiy et al. (2021), this study uses the classification token z
(L)
0 (the first193

token of ZL) from the last encoder layer as the representative embedding for the entire input image.194

This learnable classification token effectively aggregates global contextual information from all im-195

age patches, providing a comprehensive summary for prediction purposes. The classification head is196

formally defined as:197

ŷ = MLP(LN(z
(L)
0 )); (8)

where ŷ denotes the predicted probability that the return direction is Up.198

3.2. Benchmark models199

To assess the efficacy of the proposed ViT framework in predicting the direction of future stock200

returns, three widely recognized deep learning benchmarks are employed for comparative analysis:201

LSTM, MLP, and CNN. These models are selected because of their established capability to capture202

complex, non-linear dependencies inherent in financial time-series data. Although these benchmarks203

excel at modeling specific aspects of sequential and cross-sectional financial data, their intrinsic204

limitations provide a contrast against the strengths of the proposed ViT.205
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3.2.1. Long short-term memory206

LSTM (Hochreiter, 1997) addresses the shortcoming of standard RNNs in modeling long-range207

temporal dependencies. The core advantage of LSTM networks is their gating mechanism, which208

consists of input, forget, and output gates, which allows selective retention or discarding of sequen-209

tial information. This property is particularly suited to financial time-series prediction tasks, where210

historical market information significantly influences future outcomes.211

Figure 3 presents the schematic structure of the LSTM network used to predict the direction212

of future stock returns. The model processes sequential data (e.g., Day t�24 through Day t) incor-213

porating essential financial characteristics including Open, High, Low, Close, Volume, and derived214

technical indicators such as moving averages. Each time step inputs these features into an LSTM215

cell, which maintains and updates an internal state to effectively model temporal dependencies.216

Hierarchical stacking of two LSTM layers enables the extraction of multi-level temporal features,217

thereby enhancing the model’s representational power. The final hidden state of the last LSTM layer218

is subsequently processed through a fully connected dense layer, followed by a softmax activation219

to generate probabilistic prediction regarding future return directions. Despite their robust tempo-220

ral modeling capability, LSTM networks can become computationally expensive, particularly when221

handling extensive financial time-series datasets due to their sequential computational dependencies.222

Figure 3: Overview of the LSTM-based architecture for directional prediction of future stock
returns.

3.2.2. Multi-layer Perceptron223

MLP (Rosenblatt, 1958) is a fundamental type of feedforward neural network characterized by224

multiple fully connected layers. An MLP typically comprises an input layer for receiving raw data,225

one or more hidden layers employing non-linear activation functions, and an output layer generating226

the prediction outcome. Unlike recurrent structures such as LSTM, which explicitly model sequential227

dependencies, the MLP processes data simultaneously, viewing the input as a fixed-size vector devoid228

of temporal ordering.229
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Figure 4 illustrates the schematic structure of the MLP architecture for prediction, where in-230

put data from multiple time steps are flattened into a singular input vector. This vector undergoes231

transformations through two hidden layers, each performing non-linear mappings to extract relevant232

cross-sectional features. The key advantage of MLP models lies in their structural simplicity and233

computational efficiency, making them well-suited for capturing non-linear relationships among fi-234

nancial data. However, their inability to inherently model temporal dependencies without external235

temporal feature engineering frequently limits their effectiveness in applications where the sequence236

and timing of inputs significantly impact predictive outcomes.237

Figure 4: Overview of the MLP-based architecture for directional prediction of future stock returns.

3.2.3. Convolutional Neural Networks238

CNN (LeCun et al., 1989) excel in extracting localized spatial patterns through convolutional239

filters, making them highly effective for identifying short-term financial signals. Their automatic fea-240

ture extraction capability significantly reduces the reliance on manual feature engineering. Following241

the findings of Jiang et al. (2023), this study uses CNN architectures based on historical price chart242

images of 5-day (CNN5) and 20-day (CNN20), omitting the 60-day configuration due to its inferior243

predictive capability.244

Figure 5 presents the schematic structure of CNN20, following the architecture proposed in Jiang245

et al. (2023). The model comprises multiple convolutional layers, each applying learnable filters across246

input images to detect localized price movement patterns. Convolutional layers are interleaved with247

leaky ReLU activation functions to capture non-linear relationships. Each convolutional block is248

followed by max-pooling layers that condense features and control overfitting by aggregating salient249

information. The flattened pooled features then pass through fully connected layers to derive higher-250

level representations, culminating in a softmax output layer producing probabilistic class predictions.251

Although CNNs effectively capture localized market behaviors, their fixed receptive fields con-252

strain the modeling of broader, long-term temporal dependencies. This limitation highlights the need253

for architectures capable of dynamically capturing global patterns and contextual information, which254
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Figure 5: Overview of the CNN-based architecture for directional prediction of future stock returns.

motivates the adoption of ViT. ViT, leveraging self-attention mechanisms, addresses the limitations255

of CNN, MLP, and LSTM by integrating global and local information, expected to significantly256

improve prediction capabilities.257

3.3. Data258

The analysis utilizes daily stock market data sourced from the CRSP/Compustat Merged (CCM)259

database provided by CRSP/Compustat. The dataset comprises daily open, high, low, close, and260

volume (OHLCV) records for listed stocks. Data coverage starts from 1992, with data collection261

beginning in mid-1992; thus, daily records from January 1993 through recent periods are considered,262

covering a comprehensive historical timeframe suitable for training and testing.263

The input data are transformed into distinct formats tailored for different deep learning archi-264

tectures: (i) RGB candlestick chart images for ViT, (ii) grayscale bar chart images for CNN, and265

(iii) structured numerical time-series data for the LSTM and MLP models. Specifically, market data266

are visually represented as candlestick charts to leverage ViT’s strengths in capturing spatial and267

temporal patterns simultaneously. Grayscale bar chart images are utilized as inputs for CNN models268

to effectively leverage localized feature extraction, while numerical OHLCV data sequences serve as269

direct input for sequential models such as LSTM and MLP.270

In addition, market capitalization and other firm-level characteristics are obtained to facilitate271

comparative analyses and cross-sectional prediction assessments. The daily stock price information272

used spans from 1992 onward, beginning one year after initial data availability to ensure sufficient273

historical records for modeling.274

3.3.1. Price series construction275

To maintain consistency, the construction of price series follows the methodology of Jiang et al.276

(2023). The closing price of the initial day is normalized to one and the subsequent daily prices are277

calculated using the daily returns, RETt. The daily open (Ot), high (Ht), low (Lt), close (Ct), and278

volume (Vt) values are utilized to construct the price series. The reconstructed price series pt, which279

represents the normalized price series, is defined to maintain a consistent scale across stocks such280
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that,281

pt+1 = (1 +RETt+1)pt; (9)

Then, the daily open, high, low, and close prices are scaled relative to the closing price as follows:282

O′
t =

Ot

Ct
� pt; (10)

H ′
t =

Ht

Ct
� pt; (11)

L′
t =

Lt

Ct
� pt; (12)

C ′
t = pt: (13)

Additionally, a 20-day rolling moving average (MAt) is computed as,283

MAt =
1

20

19X
i=0

C ′
t−i: (14)

3.3.2. RGB and grayscale candlestick chart construction284

The ViT model processes RGB candlestick chart images, as depicted in Figure 6a, encoding285

historical price data over a 25-day trading window. Unlike the grayscale bar chart used in CNNs,286

these charts include color-coded candlesticks: green (0; 255; 0) for bullish candles (C ′
t > O′

t), red287

(255; 0; 0) for bearish candles (C ′
t < O′

t), and gray (128; 128; 128) for neutral candles (C ′
t = O′

t).288

(a) RGB candlestick chart for a
25-day window

(b) Grayscale bar chart for a
20-day window

(c) Grayscale bar chart for a 5-day
window

Figure 6: Input image formats: (a) RGB candlestick chart (25-day) with color-coded candles,
moving average, and volume; (b) Grayscale bar chart (20-day); (c) Grayscale bar chart (5-day). All

charts correspond to the same reference point but differ by window length.

In addition, a 20-day moving average is colored blue (0; 0; 255) to capture short-term trends. All289

chart images are standardized to 224 � 224 pixels for uniformity across stock series. The top 160290

pixels represent the OHLC price chart with the moving average, and the lower 63 pixels display the291
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volume, separated by a 1-pixel blank row for clarity and alignment across images.292

Candlesticks have a width of 6 pixels, separated by a 3-pixel gap, with high-low sticks drawn293

at 2 pixels wide to ensure clear visibility. The volume bars match the width of the candlestick and294

occupy the bottom section. The moving average is drawn at 3 pixels thickness. A 1-pixel blank margin295

appears on both sides (left and right), without additional padding at the top or bottom.296

If the moving average (blue) overlaps neutral (gray) candles, blue pixel values are averaged for297

consistency. However, if overlapping occurs with bullish (green) or bearish (red) candles, RGB values298

are summed rather than averaged.299

The CNN model uses grayscale OHLCV bar chart images, representing historical price movements300

over a 20-day window (Figure 6b) or a 5-day window (Figure 6c). The image format aligns with the301

specifications of Jiang et al. (2023). Each daily bar is 3 pixels wide, comprising a 1-pixel-wide vertical302

line indicating the high-low range, with open and close prices represented by horizontal ticks of 1-pixel303

width. The volume bars maintain a consistent width (1 pixel) for uniformity.304

The total width of each OHLCV chart image depends on the number of days: 15 pixels for305

the 5-day window and 60 pixels for the 20-day window. The image height dynamically scales to306

accommodate price ranges, ensuring that the highest and lowest prices align with the top and bottom307

boundaries, thereby preserving relative price movements.308

Each image is divided into two distinct sections: the upper price bar section and the lower volume309

bar section, separated by a blank row of 1 pixel. The price section height is dynamically scaled (25310

pixels for 5-day and 51 pixels for 20-day charts), while the volume section maintains a fixed height311

(6 pixels for 5-day and 12 pixels for 20-day charts). The total image height remains consistent: 32312

pixels for 5-day charts and 64 pixels for 20-day charts.313

3.3.3. Structured numerical data for LSTM and MLP314

Min-max scaling is applied to all price-related inputs, including the open, high, low, close, and315

moving average, within a rolling window of size n, normalizing the values to the range [0; 1]. The316

normalized price data at each time step t is computed as follows:317

Xnorm;t =
Xt �min(Xt)

max(Xt)�min(Xt)
; (15)

where each feature vector Xt is defined as,318

Xt =

266664
O′

t−n+1 H ′
t−n+1 L′

t−n+1 C ′
t−n+1 MAt−n+1

O′
t−n+2 H ′

t−n+2 L′
t−n+2 C ′

t−n+2 MAt−n+2

...
...

...
...

...

O′
t H ′

t L′
t C ′

t MAt

377775 ; Xt 2 Rn×5: (16)

Volume data is also scaled using min-max normalization, with the minimum fixed at zero due to319

potential zero values, as follows:320

Vnorm;t =
V ′

t

max(V ′
t )
; (17)
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where the volume vector V ′
t is321

V ′
t =

266664
Vt−n+1

Vt−n+2

: : :

Vt

377775 ; V ′
t 2 Rn×1: (18)

Structured numerical inputs derived from OHLCV data are fed into the LSTM and MLP models.322

The LSTM receives a sequential input comprising n timesteps, constructed as follows:323

XLST M;t = [Xnorm;t;Vnorm;t]; XLST M;t 2 Rn×6; (19)

Note that each row in XLSTM;t represents a 6-dimensional feature vector, resulting in an input shape324

of n� 6. The MLP model processes a flattened version of the same input data, as represented by325

XMLP,t = Flatten(XLSTM,t); XMLP;t 2 R1×6n; (20)

with n set to 25 in this study.326

3.4. Model training327

3.4.1. Training procedure328

The training procedure follows a structured approach to ensure consistency and robustness329

throughout the dataset. The dataset is partitioned into distinct training, validation, and testing330

subsets. Stock market data from the period 1993 to 2000 are allocated for training and validation331

purposes, while data from 2001 to 2023 constitute the out-of-sample test set. In order to prevent332

data leakage, label construction for training and validation strictly excludes any overlap with the333

test period. Specifically, no instance in the training or validation set uses future price that extend334

beyond December 2000, ensuring full temporal separation. In addition, the model is trained once335

without subsequent retraining or rolling-window updates.336

The training and validation subsets include all available daily stock data to facilitate learning from337

diverse market scenarios. In contrast, the test set samples data every 20 trading days, aligning with338

the prediction horizon of the model. Consequently, each test observation represents an independent339

investment decision point.340

The model predicts the direction of stock returns over a 20-day horizon based on current market341

conditions. That is, given inputs at time t, the model predicts whether the return over the next342

20 trading days is above zero. Formally, the prediction task is structured as a binary classification343

problem, where the target variable is defined as follows:344

y =

8<:1; if
C′

t+20−C′
t

C′
t

> 0 (Up);

0; otherwise (Down)
(21)

where C ′
t indicates the stock price at time t. Consistent with the methodology outlined by Jiang et al.345
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(2023), the optimization process employs the cross-entropy loss function defined as follows:346

L(y; ŷ) = �y log(ŷ)� (1� y) log(1� ŷ); (22)

where ŷ represents the predicted probability for Up. A correct prediction results in zero loss, whereas347

deviations incur proportional penalties.348

Training and validation sets are created by randomly splitting the data in a 7: 3 ratio, independent349

of the temporal sequence. This randomization ensures a balanced representation of both positive and350

negative classes, minimizing potential bias from prolonged market trends. Instead of training stock-351

specific models, a single model is trained across all stocks, enhancing generalizability and allowing it352

to capture market-wide predictive patterns.353

3.4.2. Training sampling strategy354

Considering computational complexity, this study adopts the repeated sampling of random sub-355

sets (RS2) without replacement strategy proposed by Okanovic et al. (2024), detailed in Algorithm 1.356

Unlike traditional training methods, which iterate through the entire dataset D over E full epochs,357

RS2 selects a random subset S at each training round, where the subset size is determined by358

jSj = � � jDj with a selection ratio of � = 0:1. The RS2 without replacement variant ensures that359

each data instance is included exactly once before the dataset is reshuffled and sampling restarts.360

This approach contrasts with RS2 with replacement, where instances can reappear across epochs.361

Consequently, RS2 without replacement enhances mini-batch diversity and model generalization by362

minimizing redundant sample usage.

Algorithm 1 RS2 without replacement algorithm

Require: Dataset D = fxi; yigNi=1, selection ratio � = 0:1, batch size b, initial model parameters w0,
number of training rounds R

1: for j = 1 to R do
2: S  Random subset of D
3: B  djSj=be
4: for k = 1 to B do
5: Select mini-batchM S[(k � 1) � b : min(k � b; jSj)]
6: wt  Update model parameters usingM
7: end for
8: end for
9: return wt

363

Models are trained using ten independently sampled mini-subsets per epoch, systematically cov-364

ering the entire dataset across multiple training rounds. Okanovic et al. (2024) indicates that RS2365

without replacement effectively maintains generalization performance while significantly reducing366

training duration on large-scale datasets. Consequently, this sampling approach is adopted in the367

proposed model, particularly advantageous for computationally demanding scenarios, achieving an368

optimal balance between training efficiency and predictive accuracy.369
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3.4.3. Hyperparameter optimization370

Hyperparameter optimization was performed to select the best performing model in each deep371

learning architecture. Table 1 details the hyperparameter candidates for each model, including input372

length, number of layers, hidden sizes, optimizer, learning rate, dropout rate, and other relevant con-373

figurations. During training, the optimal model parameters were selected based on the achievement374

of the minimum validation loss. Models employing RS2 sampling updated their best parameters each375

training round, whereas CNN models, which did not use RS2, were updated at each epoch. Note that376

CNN20 and CNN5 architectures were directly inherited from Jiang et al. (2023) without modifica-377

tion, preserving the consistency with the original design. For other architectures (ViT, LSTM, and378

MLP), hyperparameter optimization was performed with a grid search according to Table 1.379

Table 1: Candidates and selected hyperparameters for each model

ViT LSTM MLP CNN20 CNN5
Input length 25 days 25 days 25 days 20 days 5 days
Number of layers 2 1 / 2 / 4 3 / 4 3 2
Hidden size 768 16 / 32 / 64 / 128 [32, 16, 8] / [32, 16, 8, 4] - -
Number of channels - - - [64, 128, 256] [64, 128]
Kernel size 32 x 32 - - 5 x 3 5 x 3
Pooling - - - 2 x 1 Max Pool 2 x 1 Max Pool
Epoch 10 10 10 100 100
Data sampling RS2 RS2 RS2 - -
Sampling ratio 10% 10% 10% - -
Round 10 10 10 - -
Early stop - - - 2 2
Batch size 1024 1024 1024 128 128
Optimizer AdamW AdamW AdamW Adam Adam
Learning rate 10−3 / 10−4 10−3 / 10−4 10−3 / 10−4 10−4 10−4

Learning scheduler Cosine Linear Linear - -
Dropout rate 0 / 0.1 0 / 0.1 0 / 0.1 0.5 0.5

Note: The final configurations, chosen based on the lowest average validation loss across five independent random
seeds, are highlighted in bold.

Batch sizes differed between models for computational stability: ViT, LSTM, and MLP utilized380

a batch size of 1024, facilitating stable gradient updates and improved convergence, while CNN381

architectures retained the prior study’s batch size of 128. The optimization used AdamW (Loshchilov382

and Hutter, 2019) for ViT, LSTM, and MLP, and Adam for CNN, consistent with Jiang et al. (2023).383

The learning rate schedules varied, using a cosine scheduler for ViT, a linear scheduler for LSTM384

and MLP, and a fixed learning rate for CNN models. Xavier initialization (Glorot and Bengio, 2010)385

was applied uniformly to all models, aligning with the previous literature Jiang et al. (2023).386

Dropout strategies also varied by model architecture. In ViT, dropout was applied after every387

dense layer, excluding QKV projections and positional embeddings, consistent with Dosovitskiy et al.388

(2021). In contrast, LSTM, MLP, and CNN applied dropout only to the final linear layer.389

3.5. Performance evaluation390

Model evaluation involves multiple performance metrics. In particular, model’s prediction per-391

formance is assessed using the following metrics: accuracy, precision, recall, and F1 score. Further-392

more, the corresponding portfolio performance is evaluated using the following metrics: annualized393
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return, annualized volatility, downside deviation, Sharpe ratio, Sortino ratio, maximum drawdown,394

and turnover.395

3.5.1. Classification metrics396

Let TP represent the number of correctly predicted Up (y = 1) instances, TN the number of397

correctly predicted Down (y = 0) instances, FP the number of Down (y = 0) instances incorrectly398

predicted as Up (y = 1), and FN the number of Up (y = 1) instances incorrectly predicted as Down399

(y = 0). The metrics used to evaluate classification performance can be defined as follows:400

Accuracy =
TP + TN

TP + FP + TN + FN
; (23)

Precision =
TP

TP + FP
; (24)

Recall =
TP

TP + FN
; (25)

F1 score =
2� Precision� Recall

Precision + Recall
: (26)

Specifically, Accuracy in Eq.(23) quantifies the overall proportion of correct predictions. Precision in401

Eq.(24) evaluates the proportion of correctly identified positive predictions, while Recall in Eq.(25)402

assesses the model’s ability to correctly detect actual positives. The F1 score in Eq.(26) combines403

Precision and Recall into a single balanced metric.404

3.5.2. Portfolio metrics405

Let rt represent the daily logarithmic return at time t, and Td denote the total number of daily406

observations. Annualized returns assume 252 trading days per year and are calculated as follows:407

Annualized Return =

 
1

Td

TdX
t=1

rt

!
� 252: (27)

The annualized volatility, a measure of portfolio risk, is computed by408

Annualized Volatility =
p
252�

vuut 1

Td � 1

TdX
t=1

(rt � r̄)2; (28)

where r̄ denotes the average daily return over the evaluation period.409

The downside deviation, capturing downside risk by focusing exclusively on negative returns, is410

defined as follows:411

Downside Deviation =
p
252�

s
1

jft : rt < 0gj � 1

X
t:rt<0

(rt � r̄−)2; (29)

where r̄− represents the mean of negative returns, calculated only for periods with rt < 0.412
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Based on the above metrics, the Sharpe ratio, indicating risk-adjusted returns, is calculated as413

follows:414

Sharpe Ratio =
Annualized Return

Annualized Volatility
: (30)

Similarly, the Sortino ratio, emphasizing downside risk, is derived by substituting annualized415

volatility with downside deviation such that416

Sortino Ratio =
Annualized Return

Downside Deviation
: (31)

Maximum drawdown (MDD) measures the largest observed peak-to-trough decline during the417

evaluation period and is defined as follows:418

MDD = max
t∈[0;Td]

�
Pmax(t)� P (t)

Pmax(t)

�
; (32)

where P (t) denotes the portfolio value at time t, and Pmax(t) = max
0≤u≤t

P (u) represents the highest419

portfolio value observed up to time t.420

Following Gu et al. (2020) and Jiang et al. (2023), portfolio turnover is calculated across T421

rebalancing periods as follows:422

Turnover =
1

T

TX
t=1

 X
i

�����wi;t+1 � wi;t
1 + ri;t+1

1 +
P

j wj;trj;t+1

�����
!
; (33)

where, wi;t denotes the initial weight of stock i at the beginning of period t, wi;t+1 is the weight at423

the subsequent rebalancing, and ri;t+1 represents the return from period t to t+ 1.424

4. Results & discussions425

4.1. Testing procedure426

To assess the predictive performance of the model, stocks are allocated into cross-sectional signal427

deciles based on their estimated probabilities of Up, adhering to standard methodologies in the asset428

pricing literature (Gu et al., 2020; Jiang et al., 2023). Starting in January 2001 and updating monthly429

(every 20 trading days), the model predicts the probability of Up for each publicly traded stock. The430

predicted probabilities are then used to rank stocks within each cross-section, which are subsequently431

assigned to ten equally sized deciles. Signal decile 10 represents the top 10% of stocks with the highest432

predicted probabilities, while decile 1 consists of the bottom 10%.433

To implement the trading strategy, the stocks are acquired at the closing price on day t+ 1 and434

held until day t + 20, ensuring that the model only utilizes the information available up to time t435

to predict the direction of future stock returns. At the end of each holding period, all positions are436

liquidated on day t+ 20, and a new set of trades is executed at the closing price on day t+ 21, with437

positions maintained until day t+ 40. This rolling framework ensures continuous portfolio turnover,438

closely aligning with empirical asset pricing tests.439
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To evaluate both predictive accuracy and practical feasibility, an equal-weighted portfolio strat-440

egy is applied for stocks in the highest and lowest deciles, ensuring a balanced investment exposure.441

Portfolio rebalancing aligns with the return prediction schedule, where all stock positions are fully442

liquidated and reallocated based on updated decile rankings at each rebalancing event. This sys-443

tematic approach guarantees that position adjustments are independent of prior holdings, thereby444

mitigating selection bias. To account for real-world market friction, transaction costs of 10 basis445

points are uniformly applied at each rebalancing event. This conservative cost assumption ensures446

that the portfolio performance reflects a more realistic market environment, making the results robust447

to execution-related inefficiencies.448

4.2. Predicting the direction of future stock returns449

Following Jiang et al. (2023), CNN20 serves as the primary baseline for assessing predictive per-450

formance. To maintain statistical robustness, two-sided two-sample t-tests are conducted, comparing451

ViT, LSTM, and MLP directly with CNN20 in five independent random seeds. CNN5 is included452

as an additional reference point, although statistical testing primarily emphasizes comparisons with453

CNN20 due to CNN5’s relatively inferior performance.454

Table 2 summarizes the performance metrics, including accuracy, precision, recall, and F1 score,455

in training, validation, and test datasets. ViT achieves the highest accuracy in both the training456

sets (56.008%) and the validation sets (55.227%), indicating its superior ability to capture complex457

patterns compared to CNN20 and other models. However, this performance advantage decreases in458

the test set, with ViT achieving an accuracy of 52.613% versus CNN20’s 52.430%, a statistically459

insignificant difference. This observation points to ViT’s possible limitations in generalizing learned460

representations to unseen market conditions.461

Examining additional classification metrics reveals ViT’s superior F1 score (54.715%) in the462

test dataset, driven by its balanced recall (55.550%) and precision (53.947%). In contrast, CNN20463

shows marginally higher precision (54.091%) but notably lower recall (51.385%), indicative of a464

conservative classification approach prioritizing reduced false positives at the expense of potential465

missed investment opportunities. The relatively high standard deviation in the recall, especially for466

CNN20 (4.398), suggests the sensitivity to training conditions.467

Furthermore, ViT, LSTM, and MLP consistently exhibit lower standard deviations across random468

seeds compared to CNN20 and CNN5, likely due to the sampling strategy implemented by Okanovic469

et al. (2024). This strategy improves the stability and robustness of the training. The lower variability470

indicates the greater consistency and reproducibility of the predictions by ViT, LSTM, and MLP,471

which features critical for practical financial applications.472

Figure 7 extends this analysis through a portfolio-based evaluation, plotting annualized returns473

and volatilities for portfolios constructed by sorting predictions into cross-sectional signal deciles.474

Despite similar binary accuracy metrics around 50%, a clear pronounced performance differentiation475

emerges among the signal deciles. Specifically, models except CNN5 generate significantly higher476

returns within top signal deciles, highlighting their practical capability to effectively differentiate477

outperforming from underperforming stocks.478
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Table 2: Model performance comparison for prediction of stock return direction

Accuracy Precision Recall F1 score

Avg Stdev Avg Stdev Avg Stdev Avg Stdev

(a) Training set

ViT 56.008∗∗∗ 0.180 54.573 0.280 44.526 1.514 49.027 0.883
LSTM 54.676 0.032 52.964∗∗ 0.135 41.528 1.840 46.534 1.096
MLP 54.338 0.082 52.583∗∗ 0.135 40.025 1.367 45.441 0.868
CNN20 54.712 0.326 54.087 0.565 40.227 4.329 46.028 2.604
CNN5 53.039 0.085 51.764 0.227 36.688 2.036 42.912 1.314

(b) Validation set

ViT 55.227∗ 0.051 53.535 0.159 43.703∗ 1.513 48.109 0.881
LSTM 54.686 0.042 52.978∗∗ 0.156 41.529 1.819 46.540 1.077
MLP 54.350 0.042 52.600∗∗ 0.106 40.034 1.376 45.453 0.867
CNN20 54.695 0.304 54.066 0.547 40.197 4.293 46.001 2.576
CNN5 53.060 0.060 51.794 0.188 36.694 2.057 42.926 1.343

(c) Test set

ViT 52.613 0.114 53.947 0.108 55.550 2.355 54.715 1.128
LSTM 52.570 0.121 54.058 0.077 53.563 2.100 53.792 1.031
MLP 52.267 0.112 53.866∗ 0.044 51.917 1.321 52.867 0.692
CNN20 52.430 0.234 54.091 0.136 51.385 4.398 52.624 2.186
CNN5 50.929 0.097 52.630 0.136 47.970 2.908 50.154 1.529

Note: Avg and Stdev represent average performance and standard deviation across five random seeds. Asterisks ***,

**, and * denote statistical significance at 1%, 5%, and 10% levels, respectively
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Figure 7: Annualized returns (left) and volatilities (right) for portfolios sorted by predicted signal
deciles. Decile 10 represents highest predicted probabilities of positive returns. Benchmark

performances from S&P500 (solid black line) and NASDAQ (dotted gray line) indices are shown for
comparative analysis
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Interestingly, the top decile portfolios of all models outperform benchmark indices (S&P500 and479

NASDAQ) in terms of annualized returns. Furthermore, while these high-performing portfolios gen-480

erate elevated returns, their annualized volatilities generally remain lower than the volatility of the481

NASDAQ, suggesting superior risk-adjusted performance. In particular, portfolio volatility exhibits482

an increasing trend from decile 1 to decile 9 but declines consistently in decile 10. This pattern in-483

dicates that portfolios in the highest signal decile not only capture stronger return signals but also484

benefit from reduced volatility, aligning their risk profile more closely with the benchmark S&P 500.485

Among the models considered, including ViT, LSTM, MLP, and CNN20, return-volatility profiles486

are largely consistent, with variations primarily in specific details rather than in overall behavior.487

However, CNN5 exhibits a distinct deviation, characterized by a flatter return profile with reduced488

differentiation between deciles. This divergence suggests that the shorter input window used by CNN5489

constrains its ability to effectively learn and exploit market patterns, despite achieving classification490

metrics comparable to those of other models.491

To further interpret the observed differences in portfolio performance, Table 3 presents panel492

logistic regressions of future returns on model predictions alongside traditional market-driven char-493

acteristics. The analysis focuses exclusively on price-based characteristics, specifically size (Banz,494

1981), mom1m (Jegadeesh and Titman, 1993), mom12m (Jegadeesh, 1990), chmom (Gettleman and495

Marks, 2006), maxret (Bali et al., 2011), retvol (Ang et al., 2006), and dolvol (Chordia et al., 2001).496

Previous research by Gu et al. (2020) has shown that these variables consistently exhibit strong497

predictive power over time, even in the presence of accounting-based features, further supporting498

the exclusive reliance on price-related signals. To align with the 20-day rebalancing schedule instead499

of a traditional monthly rebalancing framework, these characteristics are defined as follows: size500

represents the log market capitalization at day t; mom1m is the cumulative return from day t� 19501

to t; mom12m is the cumulative return from day t � 239 to t minus the cumulative return from502

day t� 19 to t; chmom is the cumulative return from day t� 119 to t minus the cumulative return503

from day t� 239 to t� 120; maxret is the maximum daily return from day t� 19 to t; retvol is the504

standard deviation of daily returns from day t� 19 to t; and dolvol represents the log of the cumu-505

lative dollar trading volume over the same period. To maintain consistency over time, all traditional506

characteristics are min-max scaled to the [0; 1] interval at each time step.507

The regression results in Table 3 provide empirical evidence on the predictive contributions of508

the proposed models beyond the traditional characteristics of the market. Established predictors509

such as size, return volatility, and momentum variables remain statistically significant, reaffirming510

their importance in predicting the direction of future stock returns. These variables alone produce511

a McFadden R2 of 0.0049, serving as a baseline for comparison. Crucially, incorporating deep learn-512

ing model predictions enhances explanatory power. For example, the addition of ViT predictions513

increases McFadden R2 to 0.0058, reflecting an 18% improvement over the baseline. Similar gains514

are observed for LSTM, MLP, and CNN20, confirming that these architectures capture additional515

predictive information beyond traditional factors. However, the CNN5 model exhibits a weaker con-516

tribution, likely due to its shorter input window, limiting the extraction of meaningful temporal517

dependencies. Unlike Jiang et al. (2023), which restricted the analysis to high-quality stocks with518
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at least three years of historical data and used a 5-day return regression, this study adopts a more519

comprehensive approach by including all available stocks and extending the prediction window to 19520

days( t+1 to t+20 ). Although this broader scope naturally results in lower McFadden R2 values, it521

aligns more closely with real-world investment scenarios. The documented improvements underscore522

the practical relevance of deep learning in improving the prediction of stock return direction.523

These findings highlight the distinction between the performance of the statistical classification524

and the economic significance. Although accuracy metrics alone provide limited differentiation, trans-525

lating predictions into portfolio returns reveals meaningful performance disparities between deciles.526

The results confirm that deep learning models not only complement but also significantly enhance527

traditional market predictors, offering valuable insights into stock return predictability.528

4.3. Cross-sectional decile portfolio529

The performance of portfolios constructed based on model predictions is further analyzed, focusing530

on the decile 10 (High) portfolio, which comprises the top 10% of stocks ranked by the predicted531

probability of an Up movement, and the decile 1 (Low) portfolio, which consists of the bottom 10%532

of stocks. Additionally, a long-short portfolio (H-L) is examined, where a long position is taken in533

the High portfolio and a short position in the Low portfolio.534

Figure 8 presents the cumulative logarithmic returns of the High, Low, and H-L portfolios for535

each model. The cumulative return patterns generally align with the findings reported in Figure 7.536

Specifically, Figure 8a highlights that ViT achieves the highest cumulative returns in the High port-537

folio, followed by LSTM and CNN5. In particular, ViT maintains strong and consistent portfolio538

performance throughout the entire test period, indicating its effectiveness in learning price signals539

for portfolio construction. Furthermore, ViT generates the lowest cumulative returns in the Low540

portfolio, with LSTM showing a similar pattern. However, between 2003 and 2005, the Low portfo-541

lios of all models exhibited higher returns than the S&P 500 and NASDAQ indices, suggesting that542

small-cap and non-tech stocks likely outperformed during this specific period.543

CNN5, in line with its overall prediction performance, exhibits relatively high cumulative returns544

even in the Low portfolio, occasionally surpassing those of the benchmark indices. Between 2001 and545

2005, CNN5 demonstrated minimal differentiation between the High and Low portfolios, revealing546

its limitations in effectively capturing predictive signals for the 20-day horizon portfolio strategy.547

These cumulative return dynamics naturally extend to the performance of the H-L portfolios548

depicted in Figure 8b. ViT, which consistently maintains a substantial return spread between the549

High and Low portfolios, outperforms all other models in the H-L portfolio throughout the test period.550

CNN20 and LSTM show comparable performances, and CNN20 gained a slight advantage after551

2018. MLP demonstrates slightly weaker H-L portfolio performance relative to these three models.552

In contrast, CNN5, which struggles to differentiate between High and Low portfolios, consistently553

generates significantly lower H-L portfolio returns.554

To further analyze the patterns observed in Figure 8, Table 4 presents key performance met-555

rics for the High, Low, and H-L portfolios in different models, alongside the S&P500 and NASDAQ556

benchmarks. The table provides a comprehensive performance evaluation, reporting annualized re-557
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(a) High (solid lines) and Low (dashed lines) portfolios

(b) H-L portfolio

Figure 8: Cumulative log returns of the High, Low, and H-L portfolios based on model predictions.
The S&P 500 (black solid line) and NASDAQ (gray solid line) indices are included for comparison.
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turns, volatility, downside deviation, Sharpe and Sortino ratios, maximum drawdowns, and portfolio558

turnover under a consistent 20-day rebalancing framework.559

Table 4: Portfolio performance of each model’s High, Low, and H-L portfolios

Ret Vol DD SR SoR MDD T/O

ViT
High 15.290 20.619 16.180 0.742 0.945 50.036 172.20
Low -4.378 18.521 14.488 -0.236 -0.302 82.699 161.45
H-L 40.329 6.557 3.968 6.151 10.164 11.242 166.84

LSTM
High 13.039 20.426 16.200 0.638 0.805 51.511 174.43
Low -2.906 17.433 13.518 -0.167 -0.215 78.285 165.66
H-L 35.614 6.451 3.864 5.521 9.217 8.828 170.16

MLP
High 11.368 20.255 16.133 0.561 0.705 51.267 177.65
Low -1.565 17.424 13.684 -0.090 -0.114 76.070 169.28
H-L 33.190 6.376 3.858 5.205 8.603 7.956 173.57

CNN20
High 11.891 20.096 16.226 0.592 0.733 50.210 171.50
Low -2.302 17.792 13.785 -0.129 -0.167 78.274 159.05
H-L 37.663 6.671 3.967 5.646 9.494 8.765 165.27

CNN5
High 11.557 21.786 17.020 0.530 0.679 56.324 180.56
Low 6.059 14.349 11.456 0.422 0.529 63.252 161.39
H-L 25.152 6.490 4.033 3.876 6.237 4.915 171.31

Benchmarks
S&P500 5.720 19.525 15.862 0.293 0.361 56.775
Nasdaq 8.188 23.575 18.150 0.347 0.451 61.034

Note: Each panel reports the annualized return (Ret), annualized volatility (Vol), downside deviation (DD), Sharpe

ratio (SR), Sortino ratio (SoR), maximum drawdown (MDD), and turnover percentage (T/O). The test period spans

from January 2001 to December 2023.

ViT achieves the highest annualized return of the H-L portfolio of 40.329%, accompanied by a560

Sharpe ratio of 6.151. Its High portfolio delivers an annualized return of 15.290% (SR = 0.742), while561

its Low portfolio returns -4.378% (SR = -0.236). Given that the Low portfolio is structured to hold562

stocks with a low probability of positive return, the large negative return and substantial maximum563

drawdown (82.699%) suggest that the model effectively identifies underperforming stocks from price564

signals. Among alternative architectures, CNN20 produces an H-L portfolio return of 37.663% (SR565

= 5.646), followed by LSTM (35.614%, SR = 5.521) and MLP (33.190%, SR = 5.205). CNN5, which566

relies on only a 5-day input window, exhibits a weaker ability to differentiate between High and567

Low portfolios. The model’s Low portfolio yields a positive return of 6.059%, while its H-L portfolio568

generates a comparatively modest return of 25.152% (SR = 3.876), highlighting its reduced predictive569

effectiveness.570

Table 5 provides a decile-by-decile breakdown of performance metrics across the full distribution571

of predicted signals, complementing the overall portfolio analysis. Among all models, ViT exhibits the572

most distinct and nearly monotonic relationship between signal strength and returns, with a clear and573

consistent decline in returns from the High to the Low portfolio. This structured decile-to-decile return574

differentiation highlights ViT’s ability to rank stocks effectively based on predictive signals. Although575

other models also demonstrate a general pattern of higher returns in the upper deciles and lower (often576

26



negative) returns in the lower deciles, the return-signal relationship is not strictly monotonic across577

all ranks. For example, LSTM (deciles 9 through 7), MLP (deciles 9 through 5), and CNN20 (deciles578

9 and 6) show relatively similar performance across adjacent deciles, indicating that their predictive579

confidence is less clearly defined in these mid-range ranks. In contrast, CNN5 exhibits considerable580

difficulty in effectively ranking stocks, producing an inconsistent return pattern across deciles and,581

notably, generating positive returns even in the lowest decile. This irregularity suggests that CNN5582

struggles with predictive discrimination, which limits its effectiveness in capturing reliable return583

signals. Despite these inconsistencies, all models achieve their highest returns in the top signal decile,584

reinforcing their ability to extract meaningful price signals. However, the degree of differentiation585

between deciles varies between models, with ViT demonstrating the strongest contrast in returns586

across decile rankings, further underlining its effectiveness in structuring return predictions.587

A closer examination of the turnover in Table 5 reveals that the turnover rates tend to be higher588

in the intermediate deciles (4 through 6) compared to the extreme deciles (High and Low). This589

pattern suggests that models may assign stocks more consistently to the highest and lowest deciles,590

leading to relatively stable allocations in these segments, while intermediate deciles experience greater591

ranking fluctuations, resulting in more frequent portfolio adjustments. Although lower turnover at592

the extremes may imply reduced trading costs, it does not necessarily translate to improved perfor-593

mance unless the signals remain highly accurate. Nevertheless, the turnover distribution supports594

the interpretation that models express greater confidence in extreme signal assignments.595

These insights at the decile level, combined with broader portfolio performance metrics, high-596

light key differences in model effectiveness. The strong performances of ViT and CNN20 in H-L597

returns suggest that visual patterns extracted through image-based deep learning models can cap-598

ture price-related signals beyond those identified by conventional time-series models such as LSTM.599

Furthermore, the underperformance of MLP compared to ViT, CNN20, and LSTM indicates that600

simple feedforward architectures lack the necessary complexity to extract rich price signals for predic-601

tion. The weaker performance of CNN5 further suggests that a five-day input window is insufficient602

to learn meaningful return patterns over a 20-day horizon, limiting its ability to distinguish between603

High and Low portfolio stocks.604

In summary, the superior performance of ViT, along with the strong performance of CNN20,605

reveals the effectiveness of image-based deep learning models in the prediction of stock return di-606

rection and the associated investment in the portfolio. The findings in Tables 4 and 5 reinforce the607

advantages of deep neural architectures, particularly those that use visual information, to capture608

complex market dynamics and improve portfolio returns.609

4.4. Sub–period analysis610

To assess the robustness of model performance across different market regimes, Table 6 presents611

a sub-period analysis by segmenting the sample from 2001 to 2023 into five distinct periods, as612

suggested in Han et al. (2023). This breakdown provides insights into how each model adapts to613

varying economic conditions, market cycles, and structural shifts.614

The first sub-period (2001–2006) reflects market recovery following the early 2000s downturn,615
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Table 5: Performance metrics of signal decile portfolios across models

Ret Vol DD SR SoR MDD T/O

ViT

High 15.290 20.619 16.180 0.742 0.945 50.036 172.20
9 12.467 21.538 16.790 0.579 0.743 50.510 175.30
8 11.265 21.453 16.808 0.525 0.670 52.658 177.00
7 10.380 21.266 16.550 0.488 0.627 57.859 178.78
6 10.125 21.261 16.538 0.476 0.612 61.262 179.57
5 7.613 21.024 16.497 0.362 0.461 62.486 180.31
4 7.510 20.427 16.063 0.368 0.468 61.675 180.34
3 5.068 19.972 15.895 0.254 0.319 64.433 179.17
2 3.514 19.427 15.429 0.181 0.228 69.652 176.30
Low -4.378 18.521 14.488 -0.236 -0.302 82.699 161.45
H-L 40.329 6.557 3.968 6.151 10.164 11.242 166.84

LSTM

High 13.039 20.426 16.200 0.638 0.805 51.511 174.43
9 10.712 21.314 16.722 0.503 0.641 55.270 174.46
8 10.373 21.425 16.939 0.484 0.612 55.940 177.27
7 10.472 21.559 16.770 0.486 0.624 57.182 179.21
6 9.253 21.360 16.557 0.433 0.559 59.561 180.41
5 9.713 21.233 16.575 0.457 0.586 59.853 180.42
4 8.379 20.958 16.486 0.400 0.508 62.078 179.96
3 6.622 20.541 16.111 0.322 0.411 64.060 178.87
2 3.208 19.662 15.650 0.163 0.205 69.166 176.64
Low -2.906 17.433 13.518 -0.167 -0.215 78.285 165.66
H-L 35.614 6.451 3.864 5.521 9.217 8.828 170.16

MLP

High 11.368 20.255 16.133 0.561 0.705 51.267 177.65
9 10.812 21.247 16.698 0.509 0.648 54.030 174.70
8 10.638 21.610 16.988 0.492 0.626 56.226 177.48
7 10.084 21.521 16.862 0.469 0.598 58.612 179.48
6 10.347 21.527 16.777 0.481 0.617 57.944 180.71
5 10.228 21.393 16.636 0.478 0.615 60.746 180.50
4 7.427 20.831 16.335 0.357 0.455 62.245 180.20
3 7.369 20.505 16.015 0.359 0.460 65.883 179.22
2 2.134 19.639 15.609 0.109 0.137 69.251 177.15
Low -1.565 17.424 13.684 -0.090 -0.114 76.070 169.28
H-L 33.190 6.376 3.858 5.205 8.603 7.956 173.57

CNN20

High 11.891 20.096 16.226 0.592 0.733 50.210 171.50
9 10.607 21.399 16.851 0.496 0.629 52.237 174.56
8 10.968 21.423 16.806 0.512 0.653 56.417 177.17
7 10.242 21.583 16.877 0.475 0.607 56.990 178.53
6 10.319 21.460 16.623 0.481 0.621 59.226 179.88
5 8.616 21.317 16.503 0.404 0.522 61.696 180.20
4 8.666 21.020 16.496 0.412 0.525 62.166 180.20
3 5.607 20.292 15.825 0.276 0.354 64.373 178.89
2 4.084 19.643 15.368 0.208 0.266 69.977 176.01
Low -2.302 17.792 13.785 -0.129 -0.167 78.274 159.05
H-L 37.663 6.671 3.967 5.646 9.494 8.765 165.27

CNN5

High 11.557 21.786 17.020 0.530 0.679 56.324 180.56
9 9.536 22.119 17.295 0.431 0.551 57.774 179.03
8 8.466 22.148 17.396 0.382 0.487 57.867 179.07
7 7.540 21.988 17.149 0.343 0.440 61.132 179.21
6 6.975 21.607 16.983 0.323 0.411 62.064 179.98
5 7.699 21.286 16.618 0.362 0.463 59.155 180.33
4 7.369 21.002 16.458 0.351 0.448 63.304 180.38
3 8.241 20.020 15.957 0.412 0.516 64.342 180.53
2 5.404 18.755 14.977 0.288 0.361 67.991 178.54
Low 6.059 14.349 11.456 0.422 0.529 63.252 161.39
H-L 25.152 6.490 4.033 3.876 6.237 4.915 171.31

Benchmarks
S&P500 5.720 19.525 15.862 0.293 0.361 56.775
Nasdaq 8.188 23.575 18.150 0.347 0.451 61.034

Note: Portfolios are sorted into 10 signal deciles based on predicted Up probabilities. Each panel reports the annualized return
(Ret), annualized volatility (Vol), downside deviation (DD), Sharpe ratio (SR), Sortino ratio (SoR), maximum drawdown
(MDD), and turnover percentage (T/O).
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during which the S&P500 and Nasdaq posted modest annualized returns of 1.674% and 0.878%,616

respectively, both with significant drawdowns exceeding 40%. In contrast, all model-based High617

portfolios generated substantially higher returns, with ViT producing 25.939% at a volatility of618

15.358%. LSTM, MLP, and CNN20 posted similarly strong results, with High portfolio returns in619

the range of 20–22%. The spreads of the H-L portfolio were particularly large, with ViT achieving620

36.595%, highlighting its strong ability to classify stocks effectively.621

The global financial crisis (2007–2009) introduced severe market stress, leading to substantial622

losses on benchmarks. The S&P500 recorded an annualized return of -8.017%, with a maximum623

drawdown of 56.775%. ViT remained relatively resilient, posting a positive High portfolio return of624

4.397% at 30.002% volatility, while most other models saw their High portfolios produce near-zero625

or negative returns. In particular, the ViT H-L portfolio exhibited a significant increase to 49.725%,626

benefiting from the sharp underperformance of the Low portfolio (-24.921%). This period stresses627

the robustness of ViT in distinguishing strong and weak stocks during a crisis.628

In the post-crisis recovery and the extended bull market (2010–2019), equity markets rebounded629

strongly, as reflected in the S&P500’s 10.655% return and Nasdaq’s 13.770%. Although model per-630

formance converged, ViT continued to lead with an H-L return of 35.026%, followed by CNN20631

(33.909%) and LSTM (32.377%). This period suggests that deep learning models remained effective632

in return prediction, even in strong bull market where differentiation between strong and weak signals633

is typically reduced.634

The year 2020, dominated by the COVID-19 shock, introduced extreme market fluctuations.635

While the S&P500 rebounded to a 15.005% annualized return and the Nasdaq surged 36.071%,636

model-based strategies demonstrated mixed results. Some Low portfolios unexpectedly generated637

significant returns, indicating that stocks previously predicted to underperform rebounded sharply.638

This effect was particularly noticeable in MLP, where the Low portfolio posted an annualized return639

exceeding 50%, complicating the traditional interpretation of High versus Low signals. However,640

systematic rebalancing helped preserve overall profitability, with ViT’s H-L return reaching 28.986%,641

suggesting that even during abrupt market reversals, a structured approach to rebalancing can still642

isolate relative winners and losers.643

The most recent sub-period (2021–2023) was marked by inflationary pressures and geopolitical644

tensions, resulting in lower equity market returns (S&P500 at 8.110% and Nasdaq at 5.103%). Despite645

the more challenging environment, ViT’s H-L portfolio achieved an impressive 59.890% annualized646

return with a Sharpe ratio of 6.920, mainly due to the strong negative return of the Low portfolio (-647

24.295%). This highlights the continued effectiveness of ViT in distinguishing underperforming stocks648

in changing macroeconomic conditions.649

Overall, the sub-period analysis reveals that market conditions could influence model perfor-650

mance. High-volatility environments such as the financial crisis and COVID-19 shock accentuate651

differences in High and Low portfolio returns, with ViT consistently achieving superior H-L spreads.652

During more stable periods, the differences in returns narrow, although model-based portfolios con-653

tinue to outperform benchmarks. Across all sub-periods, long-short strategies enhance return differen-654

tials while maintaining lower volatility than market indices, reinforcing the importance of systematic655
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return prediction in portfolio construction.656

4.5. Market capitalization sensitivity657

To examine the sensitivity of model performance to firm size, portfolios are constructed under658

varying market capitalization constraints. Specifically, the universe of eligible stocks is restricted to659

the top 90%, 80%, 70%, 60%, and 50% of the total market capitalization, with the selection updated660

at each rebalancing period based on market values. This analysis evaluates whether the predictive661

efficacy of the models and the resulting portfolio performance are robust across different capitalization662

segments of the market.663

Table 7 presents the performance metrics under these constraints. In panel (a), where the top 90%664

of stocks by market capitalization are included, the ViT model exhibits the strongest differentiation665

between High and Low portfolios, achieving an H-L return of 30.098%, the highest among all models.666

The High portfolio generates an annualized return of 13.256%, while the Low portfolio yields -3.782%,667

reinforcing the ability of ViT to effectively rank stocks in a broad investment universe.668

As the constraint tightens, gradually eliminating smaller-cap stocks in panels (b) to (e), a con-669

sistent pattern emerges: the H-L return declines, dropping to 16.192% in the top 50% capitalization670

subset. This trend reflects the well-documented relationship between firm size and return dynamics:671

smaller stocks tend to exhibit higher idiosyncratic risk and excess returns, contributing to a wider672

dispersion between High and Low portfolios. As the investment universe becomes increasingly com-673

posed of large-cap stocks, these return differentials naturally compress. Despite this, ViT consistently674

outperforms other models at all levels of constraint, maintaining its relative ranking advantage.675

Risk-adjusted performance metrics further highlight the robustness of ViT. Across all panels, the676

Sharpe and Sortino ratios for the ViT H-L portfolio remain the highest among competing architec-677

tures, despite a general decline in absolute values as the sample becomes more constrained. This678

suggests that while large-cap stocks exhibit lower return dispersion, the ViT model still effectively679

differentiates return prospects, underscoring its adaptability across varying market capitalization680

segments.681

4.6. Firm size and sector breakdown682

To investigate the characteristics embedded within the predictive signals generated by deep learn-683

ing models, this section examines the distribution of firm sizes across the signal-ranked portfolios.684

Table 8 provides summary statistics (mean, standard deviation, maximum, and minimum) for the685

percentage composition of stocks within each decile of firm size in portfolios. Firm-size deciles are686

constructed such that decile 1 includes the smallest firms and decile 10 represents the largest firms,687

with compositions recalculated at each rebalancing throughout the entire backtesting period. Al-688

though the ViT model is primarily discussed here, similar size-related distribution patterns emerge689

consistently for LSTM, MLP, CNN20, and CNN5.690

The mean compositions in panel (a) highlight clear size distinctions between High and Low signal691

portfolios. For example, in the ViT model, the High portfolio contains on average 19.95% of stocks692

from the largest decile (decile 10), substantially higher than the 1.33% observed in the Low portfolio,693
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resulting in an H-L weight of 10.64%. In contrast, the decile of the smallest size (decile 1) comprises694

only 4.42% of the ViT High portfolio but constitutes 29.70% of the Low portfolio, yielding an H-695

L weight of 17.06%. Such patterns appear consistently in other models, suggesting that predictive696

signals capture firm size effects in which larger firms are systematically associated with higher signals697

and smaller firms with lower signals.698

The standard deviations in panel (b) offer information on the temporal variability of the size699

allocation. For ViT, the standard deviation for decile 10 in the High portfolio (4.59%) significantly700

exceeds that of the Low portfolio (1.94%), indicating greater variability and suggesting the sensitivity701

of the model signals to market dynamics affecting larger firms. The maximum and minimum values702

reported in panels (c) and (d) further illustrate the variability in portfolio compositions over time.703

Specifically, the ViT High portfolio shows decile 10 compositions ranging from a maximum of 34.79%704

to a minimum of 8.55%, underlining considerable temporal fluctuations possibly attributable to705

changing market conditions or evolving firm characteristics influencing model predictions.706

Overall, this analysis reveals that the predictive power of the model-generated signals strongly707

correlates with firm size, notably favoring larger firms in high-ranked portfolios and smaller firms708

in lower-ranked portfolios. This phenomenon has practical implications for portfolio construction,709

indicating the importance of explicitly incorporating size factors into model evaluation and risk710

management strategies for robust investment outcomes.711

To further analyze the predictive signals, the sector composition of portfolios constructed from712

the model output is examined. The Global Industry Classification Standard (GICS) is utilized for713

industry classification. Figure 9 presents the evolution of sector weights in High and Low portfolios.714

Although no consistent trend is observed across sectors and models, several notable patterns emerge.715

In particular, a common feature across all five models is the gradual increase in health care sector716

allocations within the Low portfolios over the sample period from 2001 to 2023. Additionally, the717

Low portfolios exhibit a greater allocation to the information technology sector, whereas exposure to718

the utilities sector is consistently minimal or non-existent. These sectoral disparities may reflect the719

evolving sector-specific economic conditions captured by the models. Such visual patterns reinforce720

the sectoral distinctions suggested by the quantitative results, illustrating the sectoral allocations721

over time and their potential implications for portfolio performance.722

To provide a quantitative perspective, Table 9 presents the summary statistics of the sector723

weights in the portfolios, evaluated in each rebalancing period during the backtest period. The724

benchmark column represents the composition of the industry in general.725

Panel (a) highlights the sectoral differences between High and Low signal portfolios. For instance,726

in the energy sector, the ViT model’s High portfolio has an average weight of 5.89% compared727

to 4.52% in the Low portfolio, yielding an H-L portfolio weight of 5.20%, exceeding the market728

benchmark of 4.96%. Similarly, the materials sector exhibits a higher allocation in the High portfolio729

(5.06%) than in the Low portfolio (2.94%), with an H-L portfolio weight of 4.00%, relative to a market730

weight of 4.27%. In contrast, the health care sector shows an inverse pattern, with a significantly731

higher allocation in the Low portfolio (25.42%) compared to the High portfolio (13.89%), resulting732

in an H-L weight of 19.65%, significantly lower than the market benchmark of 17.80%. Comparable733
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